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[1] Exercise 5.2

a) In this example, the population regression model is

Wi = β0 + β1Xi + ui

where Xi = Malei is a binary variable (1 if individual i is Male and 0 if Female).

As we discussed in class, when Xi is a binary variable, its coefficient, β1, corresponds
to the difference between group means in the population. In this example, this
difference is the wage gender gap and it’s estimated as $2.12 per hour, i.e. β̂1 = 2.12.

b) The null and alternative hypotheses:

H0 : β1 = 0 vs. H1 : β1 6= 0

The t-statistic is

tact =
β̂1 − 0

SE(β̂1)
=

2.12

0.36
= 5.89,

and the p-value for the test is

p-value = 2Φ(−|tact|) = 2Φ(−5.89) ≈ 0.000

The p-value is less than 0.01, so we can reject the null hypothesis that there is no
gender gap at a 1% significance level.

c) The 95% confidence interval for the gender gap β1 is 2.12± 1.96× 0.36, that is,
1.41 ≤ β1 ≤ 2.83.

d) The sample average of women is β̂0 = $12.52/hour. The sample average wage of men
is β̂0 + β̂1 = $12.52 + $2.12 = $14.64/hour.

e) The population regression model in this case is:

Wi = γ0 + γ1Xi + vi

where Xi = Femalei is a binary variable (1 if individual i is Female and 0 if Male).

In the first regression equation in part (a), Xi equals 1 for men and 0 for women; β0
is the population mean of wages for women and β0 + β1 is the population mean of
wages for men. In this second regression equation, Xi equals 1 for women and 0 for
men; γ0 is the population mean of wages for men and γ0 +γ1 is the population mean
of wages for women. Since they model the same relationship we have the following
relationship for the coefficients in the two regression equations:

γ0 = β0 + β1 (pop. mean wage for men)

γ0 + γ1 = β0 (pop. mean wage for women)
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Given the coefficient estimates β̂0 and β̂1, we have

γ̂0 = β̂0 + β̂1 = 14.64

γ̂1 = β̂0 − γ̂0 = −β̂1 = −2.12.

Due to the relationship among coefficient estimates, for each individual observation,
the OLS residual is the same under the two regression equations: ûi = v̂i. Thus the
sum of squared residuals, SSR =

∑n
i=1 û

2
i is the same under the two regressions.

This implies that SER and R2 are unchanged.

In summary, in regressing Wages on Female, we will get

Ŵages = 14.64− 2.12 Female, R2 = 0.06, SER = 4.2

[2] Exercise 5.8

a) 43.2± 2.05× 10.2 or 43.2± 20.91, where 2.05 is the 5% two-sided critical value from
the t28 distribution. The most important point in this exercises is to recognize that
the sample size is not large enough to apply the large sample results, so we need to
make additional assumptions to proceed the analysis. These additional assumptions
are already given in the problem, under the assumption that ui ∼ N(0, σ2u), we saw
that under the hypothesis H0 : β1 = β1,0 vs. H1 : β1 6= β1,0, the statistics

β̂1 − β1,0
SE(β̂1)

has the student t distribution with n−2 degrees of freedom. Therefore, instead of the
Standard Normal Distribution (in Table 1) we have to use the Student t distribution
(in Table 2). In this example, n = 30, so the ratio above is distributed as t28 and
therefore the critical value is 2.05 for α = 5%.

b) Test
H0 : β1 = 55 vs. H1 : β1 6= 55

The t-statistic:

tact =
61.5− 55.0

7.4
= 0.88

which is less (in absolute value) than the critical value of 2.05. Thus, the null
hypothesis is not rejected at the 5% level.

c) Test
H0 : β1 ≤ 55 (or β1 = 0) vs. H1 : β1 > 55

The t-statistic is still ta = 0.88, but now we have to use the one sided 5% critical
value, which is 1.70. tact is less than this critical value, so that the null hypothesis is
again not rejected at the 5% level.

[3] In this example, the population regression model is

TestScorei = β0 + β1 × SmallClassi + ui

where SmallClass a binary variable defined as

SmallClassi =

{
1 Class size ≈ 15

0 Class size ≈ 24
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a) The independent variable Xi = SmallClassi is a binary variable and therefore the
slope coefficient β1 is the difference in mean test scores between the groups in popu-
lation and it’s estimated as 13.9. In another word, the estimated difference in mean
test scores between the groups is β̂1 = 13.9.

Also the estimated Test Score for large classes is 918.0 and the estimated Test Score
for small classes is 918.0 + 13.9 = 931.9.

b) R2 tells us how much of the variation in test scores is explained by differences in
the size of the class. In this case, only one percent of the variation in test scores
across students is explained by the size of the class, which implies that there might
be other other factors explaining differences in test scores which have been ignored
in this regression.

c) The null and alternative hypotheses:

H0 : β1 = 0 vs. H1 : β1 6= 0

Test statistics:

t =
13.9− 0

2.5
= 5.56

which is far greater than the critical value 1.96. Note that in this example, we were
not given the sample, so I assume that the sample size is large enough. In the exam,
if the sample size is not explicitly given you can assume that n is large enough to
use the Standard Normal Table.

p− value = 2 ·Φ(−|5.56|) It is clear that the p-value ≤ α = 0.05, thus the estimated
effect is statistically significant.

d) The 95% confidence interval is given by

CI = [13.9− 1.96× 2.5, 13.9 + 1.96× 2.5]

= [9.0, 18.8]

e) The question asks whether the variability in test scores in large classes is the same as
the variability in small classes. It is hard to say. On the one hand, teachers in small
classes might able so spend more time bringing all of the students along, reducing
the poor performance of particularly unprepared students. On the other hand, most
of the variability in test scores might be beyond the control of the teacher.

f) This part of the question is exactly similar to [1](e), so I won’t repeat the same steps
but you should as practice. The sample regression line with the new independent
variable is going to be:

̂TestScorei = 931.9− 13.9× LargeClassi

g) The R2 is same as in the previous problem. Residuals for both regressions are
identical. For students in a small class, residuals are equal to:

ûi = Yi − 931.9

and for a students in a large class:

ûi = Yi − 918.0

This means that the sum of squared residuals, SSR, are identical. Since R2 =
1− SSR

TSS , we obtain the same R2 under both specifications of the model.
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[4] NOTE: There was a typo in this problem, β̂1 and SE(β̂1) should be switched, so the
correct sample regression line is this:

Ŷ = 6.1523
(14.4773)

+ 0.0022
(0.00032)

×X, R2 = 0.6023,

a) Test:
H0 : β0 = 0 vs. H0 : β0 6= 0

Test Statistic:

tact =
β̂0 − 0

SE(β̂0)
=

6.1523

14.4773
= 0.425

which is less than 1.96, so we fail to reject H0.

Decision: ta is less than the critical value 1.96 so fail to reject H0 and conclude the
intercept is not significantly different from zero.

b) Test:
H0 : β1 = 0 vs. H0 : β1 6= 0

Test Statistic:

tact =
β̂1 − 0

SE(β̂1)
=

0.0022

0.00032
= 6.875

The p-value: 2Φ(−6.8750) = 0.0000 < 0.05 (i.e. 5%)

Decision: Reject H0 and conclude the slope is significantly different from zero.

c) 95% C.I. for β1:[
β̂1 − 1.96× SE(β̂1), β̂1 + 1.96× SE(β̂1)

]
= [0.0016, 0.0028]

d) Interpretation of the R2: 60.23% of variation in number of cellphone subscribers is
explained by variation in per capita income.

e)
Ŷ = 6.1523 + 0.0022× 9000 = 25.9523

so we predict 26 subscribers per hundred persons, on average.

f) No. Homoskedasticity here would imply that the variability in the proportion of
cellphone subscribers in a country is constant as per-capita income changes. For
high-income countries we would except relatively low variability. But for low incomes
the cellphone subscribers would be more dispersed: some countries may have very
few subscribers due to poor cellular infrastructure. Alternatively, others may have a
large proportion of cellphone subscribers because cellphones might be used to perform
commercial activities such as banking, which might otherwise not be feasible due to
geographic isolation.

[5] a) The error terms ui are homoskedastic if their variance does not depend on Xi. The
error terms ui are heteroskedastic if their variance does depend on Xi.

b) For example, we discussed in class why in a regression where Consumption is re-
gressed on Income, error terms are likely to be heteroskedastic.

Another example: Regressing exam score on number of hours spent studying for the
exam. We would expect the people who spent only a small amount of time studying
to get relatively low exam scores and very few of them to do well, so the variance
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of the errors would be low. However, for people who spend a lot of time studying,
some will do very well, but some may still do poorly (though we would expect this
group to do better, on average, than the group who spend only a small amount
of time studying). So the variance of the errors should be larger for students who
spent more time studying than for students who spent only a small amount of time
studying.

c) If we use homoskedasticity-only standard errors then the standard errors will be
incorrect. As a consequence, our confidence intervals will be wrong and the t-statistics
and p-values we calculate in our hypothesis tests will be wrong.

[6] a) Interpretation of the intercept estimate: Here, the intercept term has no meaningful
interpretation. But if you said that it corresponds to someone with height zero, that
is definitely incorrect because there is no such person, second when height =0 the
corresponding weight is negative, which also doesn’t make sense.

b) Interpretation of the slope estimate: Weight (of a man) increases 4.15 pounds for per
inches, on average.

c) Test:
H0 : β1 = 0 vs. H1 : β1 6= 0

Test Statistics:

t =
4.16

0.42
= 9.904762

which is greater than 1.96, so we reject H0, i.e. it’s significant.

d) Test:
H0 : β1 ≤ 4 vs. H1 : β1 > 4

Test Statistics:

t =
4.16− 4.00

0.42
= 0.3809524

which is less than 1.64, so we fail to reject H0, i.e. the result doesn’t support the
statement that the weight increases at least 4 pounds for per inch.

e) Estimated weight gain is 2× β̂1 = 2× 4.16 = 8.32, and the C.I. will be just twice of
the usual C.I. for β1, therefore

2× [4.16± 1.96× 0.42] = [6.6736, 9.9664]

f) 5’7” = 69”, so

Ŵeight = −79.24 + 4.16× 69 = 207.8

g) Answers to part (a), (b) and (f) wouldn’t change. But in other parts we would have to
use critical values from the student t distribution with 23 degrees of freedom instead
of the critical values from the standard normal distribution. If you said that much,
you will get full credit but it’s easy to see that even in this case the conclusions of part
(c) and (d) wouldn’t change, but the C.I. in part (e) would be definitely different.

[7] a) The estimated sample regression line:

̂Circumference = 60.667 + 96.583×Age

b) The estimated average circumference for young trees: 60.667

c) The estimated average circumference for old trees: 157.25
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d) Interpretation of the slope estimate: the estimated difference between the circumfer-
ences of old and young orange trees is 96.583.

e) Yes because t statistics is 9.023, which is greater than any desirable critical value.

f) The estimated sample regression line:

̂Circumference = 17.399650 + 0.106770×Age

g) Yes, it would be different and here we would expect the R2 to be higher because the
independent variable is not restricted to take on only two values, so it can account
for more of the variation in the dependent variable. Indeed, R2 rises to 0.8345 from
its initial value 0.7116.
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